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Background
We can now map large 
volumes of the Universe in 
3D using galaxies as 
tracers of the underlying 
matter potential  

But then what do we do 
with all these galaxy 
positions?

SDSS



Background

Credit: S. D. M. White, 1986

N-body Simulations

1980s 
~1000 particles

Today 
~10,000,000,000 particles

Illustris TNG 
Simulation



⇠(r) = h�(x)�(x+ r)ix
Count galaxies in cells and compute:

SDSS

Background



The measured  
2-point correlation 
function (2PCF) 

Large clustering strength 
at small separations 

Almost zero on  
scales > 200Mpc/h 

We can compare 
observation and theory/
simulations with the 2PCF 

Recently some groups 
have used ML…

Eisenstein et al 2005
SDSS data

Background



A convolutional neural network for visual classification

We will break down each step one by one…

Convolutional Neural Networks

From a number of inputs obtain a meaningful output 
By training CNN on a known set of data (labelled)



Convolutional Neural Networks
Convolution Layer

Here are the three elements that enter into the convolution operation:
• Input image
• Feature detector
• Feature map



In reality, convolutional neural networks develop multiple feature detectors and use 
them to develop several feature maps which are referred to as convolutional layers

Through training, the network determines what features it finds important in order 
for it to be able to scan images and categorize them more accurately.

Convolutional Neural Networks
Convolution Layer



1. Convolution Layer

Convolutional Neural Networks
These filters have a use in image processing and that will help give us a more intuitive 
feeling about them

0 -1 0

-1 5 -1

0 -1 0

Sharpen

Input image Feature Map



1. Convolution Layer

Convolutional Neural Networks
These filters have a use in image processing and that will help give us a more intuitive 
feeling about them
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1. Convolution Layer

Convolutional Neural Networks
These filters have a use in image processing and that will help give us a more intuitive 
feeling about them
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Convolutional Neural Networks
Flattening



Fully connected layer(s)
The Fully Connected layer is a traditional Multi Layer Network that uses a softmax 
activation function in the output layer. The term “Fully Connected” implies that 
every neuron in the previous layer is connected to every neuron on the next layer. 

The output from the convolutional and pooling layers represent high-level features 
of the input image. The purpose of the Fully Connected layer is to use these features 
for classifying the input image into various classes based on the training dataset.

Convolutional Neural Networks



Deep Learning the Large Scale Structure

Ok lets apply this to cosmology!



Deep Learning the Large Scale Structure

500 COmoving Lagrangian 
Acceleration(COLA) simulations

512Mpc box with 512^3 dark matter particles

Output at z=0

Limitations:  
Cubic volume at z=0 
Real space 
Dark Matter particles 
Fixed Architecture

Ravanbakhsh et al. (2017), Mathuriya et al. (2018) 
showed that convolutional neural networks can be 
trained to predict cosmological parameters from the 
visual shape of the large scale structure, i.e. the 
filaments, clusters and voids of the cosmic density 
field.



Deep Learning the Large Scale Structure

arXiv:1908.10590 
Pan, Liu, Forero-Romero, Sabiu, Li, Miao, (led by) Xiao-Dong Li  

0.16 < ΩM < 0.46
0.4 < σ8 < 1.1

In a grid of 31x15 
parameter combinations

We run COLA DM simulations with 
with 128^3 particles, in a 256 Mpc 
box, using timesteps 40 output at z=0. 


We grid the data onto 2Mpc voxels.


The input of the whole network is a 
32^3-voxel (i.e. (64Mpc)3) subcube of 
the density field. 




Deep Learning the Large Scale Structure
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Figure 3. The architecture of our neural network. A cube having 323 voxels is fed to the network. The three convolution
layers have 32, 64, 128 filters, respectively. Beside each convolution layer, a batch normalization layer is added before it to
normalize the distribution (so that to enhance the stability), and a pooling layer is placed after it to decrease the size of the
output. After that, we got 128 ⇥ 23 voxels containing the extracted features. They are then converted to a 1-d vector by the
flatten layer, and passed to three dense layers with 1028, 24, 2 neurons, to output the final predictions of ⌦m and �8.

Results of each convolutional layer, are also passed to
a “pooling” layer to decrease the sample size. Ravan-
bakhsh et al. (2017) suggests using averaging pooling for
LSS data, so we adopt it as one of our default options
of the network. However we found that for our architec-
ture max-polling works even better. Thus, for a di↵ernt
architecture, the best options or hyper parameters can
be also di↵erent.

3.3. Fully Connected Layers

Fully connected layers are also names as “dense lay-
ers”. Outputs of the final polling, after flattened, are
passed to three dense layers. They have 1024, 256 and
2 neurons, respectively. They can connect the features
extracted by the CNN to the values of ⌦m and �8.
To suppress over-fitting (the CNN is so sophisticated

that there are always sample-dependent features ex-
tracted), a 20% dropout layer was placed before the
dense layers, to abondon features not very relatived to
cosmology.

3.4. Discussion

One disadvantage of the neural network is that, it
functions like a black box, and we never know what

really happens within it. Although a precise parame-
ter estimation is achieved, our understanding about the
LSS is not much improved. In any case, we still have
to use the network, as long as it is e↵ective in compre-
hensive data mining. The cosmic LSS is so complicated
that “only machines can fully understand and charac-
terize it”.
Although the first layer conduct convolution on

(6 h
�1Mpc)3 sub-cubes, it does not necessarily mean

that we are only using structures on such small scales
to constrain cosmologies. In the two following convo-
lutions, small-scale features are grouped to form more
advanced features on larger scales. To to exact, we are
using structures on 6� 64 h

�1Mpc.
Our architecture is largely di↵erent from what

adopted in Ravanbakhsh et al. (2017). We use a large
number of filters at the very beginning of convolution,
based on the belief that small scale structures contain
abundant information and should be convolved by many
filters to extract various features. Our architecture is
closer what adopted in Mathuriya et al. (2018).
While both Ravanbakhsh et al. (2017) and Mathuriya

et al. (2018) focused on one single architecture, we con-

Default Architecture 



Deep Learning the Large Scale Structure
Inspecting the CNN

Om = 0.26

Om = 0.16



Deep Learning the Large Scale Structure
Learning Curves 

Varying: 
- # of CNN filters 
- # of dense neurons 
- # of neuron layers 
- Optimiser  
- Pooling type 

Clear advantage in 
max-pooling over 

the average pooling 

Clear advantage of 
the sgd optimiser 
over the default 

‘Adam’ optimiser.



Deep Learning the Large Scale StructureCosmological parameter estimation from large-scale structure machine learning 11

Figure 9. Test of a CNN architecture (sgd) on the single-cosmology samples. Left panel: Ground truth (red star) and CNN
predictions (blue dots) of ⌦m and �8, in the 2-d parameter space. The CNN well predicts the values of ⌦m, but has a bias in
estimating �8. Middle and Right panels: Likelihood distribution of ⌦m, �8 from the CNN predictions.

• A smoothing of the sample 13 can lead to disas-
trous e↵ect. Even a 1% smoothing shifts the es-
timation by ⇡2�. A 3% smoothing doubles the
shifts and also doubles the statistical scattering

• In contrast, the performance of the neural network
is very robust to missing voxels. We mask 1 or 43

voxels in each of the 323-subgrid (by setting their
values to 0), and find the predicted results almost
unchanged. This ET ability is looks very helpful,
since in real observations there are always many
masked regions.

• The performance is not significantly improved if
we conduct a DE (data enhancement) via rotation
and reflection. The number of test samples, after
DE, is increased by as much as 48 times, No signif-
icant improvement in the predictions is detected if
we feed the 48-times more samples to the neural
network.

• The predictions are very robust to Gaussian noise.
In this test, all voxels are multiplied by a Gaus-
sian random variable with a standard deviation of
5% or 10%. The central values and errors remain
unchanged.

• If we introduce a 5% or 10% global variation in the
density field (linearly increased from 0% at x = 0
to the maximal value at x = 256h�1Mpc), notable

13
Our smoothing means that each voxel is replaced by a

weighted sum of itself and its six nearest neighbors. Di↵erent

types of smoothing can have di↵erent e↵ect and should be tested

individually.

change appears in the predicted results. Thus,
when analyzing observational data, one should
be careful about the factors which can globally
change the survey properties in a large area.

• In case that we feed the neural network using sam-
ples produced in 10% lower/higher resolution (de-
creasing/increasing the number of simulation par-
ticles by 10%), the central values are mildly shifted
(⇠ 1�).

When handling real observational data, an observa-
tional artifact can be overcome in two ways. 1) Design-
ing a neural network which is robust to the it. 2) Adding
it into the training sample, so that its e↵ect is considered
by the neural network in the training process.

5. CONCLUDING REMARKS

We use a deep convolutional neural network to esti-
mate cosmological parameters from the dark matter dis-
tribution. The inputs are 1283-voxel, (256 h

�1 Mpc)3

cubes of the dark matter density contrast field. The
neural network, designed to have three convolution lay-
ers, three dense layers, including batch normalization
and pooling layers, builds up a connection from the field
to the cosmological parameters. It is able to yield ac-
curate prediction of the cosmological parameters after
⇠ 200 � 300 epochs of training. We also studied some
variations on the architecture to test its convergence and
overall performace.
In the estimated parameters, we find a persistent

bias that can not be resolved by increasing the training
epochs. We believe that this bias arises from the lim-
ited power of the dense layers, which are responsible for

10

Figure 7. Test of a CNN architecture (sgd) on a multi-cosmology grid. There is a strong degeneracy between ⌦m and �8.
Left panel: Ground truth and CNN predictions of ⌦m and �8, in the 2-d parameter space. The black lines show the di↵erence
between them. The error bar is larger at the upper-right corner of the parameter space. Right panels: Ground truth and CNN
predictions for ⌦m and �8 panels, respectively. The CNN has slight under-estimation of the parameters at the large value tail.

Figure 8. Distribution of the systematic bias in the CNN predicted ⌦m and �8 (denoted as �⌦m and ��8). Very roughly, in
the parameter space we studied, there is |�⌦m| . 0.03 and |��8| . 0.05, with mean value of |̄�⌦m| = 0.01 and |̄��8| = 0.018.
In practice one can calibrate the results by subtract the systematic bias in the CNN predictions (e.g., using the fitting formula
shown in the panels), making the final estimation unbiased.

2016). This is the constraint derived from a (256
h
�1 Mpc)3, 2 h

�1 Mpc resolution sample. This shows
the great potential of using neural network to estimate
cosmological parameters from the LSS.

4.5. Error tolerance

So far we only apply the neural network to ideal date-
sets – density fields regularly sampled in a 3-d grid based
on the dark matter particles. In reality, the data ob-
tained in observations contain many sources of system-
atics. We need to test whether these noise can a↵ect the
performance of the neural network.

The ET (error tolerance) tests are presented in Figure
10. For simplicity, in these tests we only use one 1283-
voxel sample, generated using (⌦m, �8)=(0.26, 0.69).
We split the grid into 64 323-voxel subgrids to obtain 64
sets of estimated parameters. When a certain kind of
noise was added, we check whether the estimations are
changed, and get some understandings about the e↵ect
of noise.
In summary, we find that:

We found a significant bias in 
sigma8, this was found in 
previous works although not 
really highlighted


It can be easily corrected… 

Pan et al. arXiv:1908.10590 



Deep Learning the Large Scale Structure

In collaboration with the Korean Astronomy Machine Learning Group: 
David Parkinson, Sungwook E. Hong, Srivatsan Sridhar, Shi Feng, Sangnam 
Park, Inku Park, Dongsu Bak, Jacobo Asorey Barreiro, Benjamin L’Hullier, 
James Jee, Arman Shafieloo, Hanwool Koo, Ryan Keeley +++

Initiated a project in Korea to further develop this approach 

By considering redshift evolution of the density field we aim to 
constrain expansion dynamics 

We will consider more realistic tracers such as mock galaxy or 
weak lensing convergence fields 

We will add systematics such as redshift error, photo-z etc, 
angular completeness, etc 

How to mitigate nonlinear effects and other small scale physics 
that are difficult to model - clipping, field transforms, etc 



Information Content from CNN
But first lets step back and look at Gaussian fields… 
We know that their information is confined to ≤2nd order statistics  
We can compute the errors on parameters from  
1) monte carlo realisations 
2) Fisher matrix 

Tr
ue

σ 8

Predicted ΩM

Tr
ue

Ω
M

Predicted σ8

CNN Trained with 6,000 gaussian fields 
with linear cosmological power spectra 

Tested below with 600 different fields

With Stephen Appleby 



Information Content from CNN
Stepping back lets looks at Gaussian fields.  
We know that their information is confined to ≤2nd order statistics  
We can compute the errors on parameters from  
1) monte carlo realisations 
2) Fisher matrix 
3) Via the CNN directly?

L = [a 0
b c]

We can write a custom loss function,

Where the parameters a,b,c are learned by the network during training. 
The network can learn the covariance matrix directly without an input ‘label’



Neural Network Architecture 
3 Convolution Layers Multi Layer Perceptron

Cosmic Gaussian 
field

ΩM

σ2
σ8

5 neuron 

output

32x32x32

64Mpc/h
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Figure 3. The architecture of our neural network. A cube having 323 voxels is fed to the network. The three convolution
layers have 32, 64, 128 filters, respectively. Beside each convolution layer, a batch normalization layer is added before it to
normalize the distribution (so that to enhance the stability), and a pooling layer is placed after it to decrease the size of the
output. After that, we got 128 ⇥ 23 voxels containing the extracted features. They are then converted to a 1-d vector by the
flatten layer, and passed to three dense layers with 1028, 24, 2 neurons, to output the final predictions of ⌦m and �8.

Results of each convolutional layer, are also passed to
a “pooling” layer to decrease the sample size. Ravan-
bakhsh et al. (2017) suggests using averaging pooling for
LSS data, so we adopt it as one of our default options
of the network. However we found that for our architec-
ture max-polling works even better. Thus, for a di↵ernt
architecture, the best options or hyper parameters can
be also di↵erent.

3.3. Fully Connected Layers

Fully connected layers are also names as “dense lay-
ers”. Outputs of the final polling, after flattened, are
passed to three dense layers. They have 1024, 256 and
2 neurons, respectively. They can connect the features
extracted by the CNN to the values of ⌦m and �8.
To suppress over-fitting (the CNN is so sophisticated

that there are always sample-dependent features ex-
tracted), a 20% dropout layer was placed before the
dense layers, to abondon features not very relatived to
cosmology.

3.4. Discussion

One disadvantage of the neural network is that, it
functions like a black box, and we never know what

really happens within it. Although a precise parame-
ter estimation is achieved, our understanding about the
LSS is not much improved. In any case, we still have
to use the network, as long as it is e↵ective in compre-
hensive data mining. The cosmic LSS is so complicated
that “only machines can fully understand and charac-
terize it”.
Although the first layer conduct convolution on

(6 h
�1Mpc)3 sub-cubes, it does not necessarily mean

that we are only using structures on such small scales
to constrain cosmologies. In the two following convo-
lutions, small-scale features are grouped to form more
advanced features on larger scales. To to exact, we are
using structures on 6� 64 h

�1Mpc.
Our architecture is largely di↵erent from what

adopted in Ravanbakhsh et al. (2017). We use a large
number of filters at the very beginning of convolution,
based on the belief that small scale structures contain
abundant information and should be convolved by many
filters to extract various features. Our architecture is
closer what adopted in Mathuriya et al. (2018).
While both Ravanbakhsh et al. (2017) and Mathuriya

et al. (2018) focused on one single architecture, we con-

σ8

σ2
ΩM

Cov (ΩM, σ8)

1 training epoch=8mins (CPU) 
1 training epoch=7s (GPU) !!!! Thanks google! 

Information Content from CNN



Information Content from CNN
Stepping back lets looks at Gaussian fields.  
We know that their information is confined to ≤2nd order statistics  
We can compute the errors on parameters from  
1) monte carlo realisations 
2) Fisher matrix  
3) Via the CNN directly?

σ8

ΩM



z=0 z=1 z=2

Deep Learning the Expansion History

100x100sq deg 



In Machine learning training data will be our ‘model’ 
We use fast approximate N-body simulations as training data
Aim: ‘Patch’ COLA to reproduce small scales 
Satellites their positions and abundances etc

512^3 particle simulation 
120Mpc size box

Gadget vs COLA

z_initial=100

1+ days vs seconds/minutes

Training Data

Thanks to Jihye Shin for the 
Gadget comparison!



Gadget vs COLA mesh=1024 z_initial=100



Gadget vs COLA mesh=1536 z_initial=19



Gadget vs COLA mesh=1536 + abundance match

Can match almost all halos down to ~2E11 Msol with a fraction 
of computational time

z_initial=19



Training DataFast approx N-body method

- 2 Gpc/h box, 1024^3 particles 
- FoF halos 
- Light-cone output 0<z<2 
- 6 redshift slices 

So far 100 simulations run 
Exploring Om, s8 and w  
Parameters sampled from a  
orthogonal Latin Hypercube

Chess: Rook on each row and file 
without threatening each other 

Deep Learning the Expansion History



Parallel Convolution Layers Multi Layer Perceptron

1024 

neurons

512 

neurons

Multi Image Input

ΩM

w
σ8Pooling


Convolution x64
Batch Normalise

Convolution x32

Pooling

Convolution x128

Pooling

Flatten


Concatenation
3 neuron 

output
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Neural Network Architecture 

Deep Learning the Expansion History



Preliminary Results
Promising results 
- More training data 
- Experiment different architecture and hyper parameters 
- Test redshift space distortions / photo-z errors / etc

Deep Learning the Expansion History



The Korea Institute of Science and Technology Information (KISTI) 
Supercomputer Center recently had an open call for proposals specifically 
aimed at Machine Learning and Big Data.  

We were successful and awarded 15 million CPU hours on ‘Nurion’  
(14th fastest in the world) 

It is a Cray CS500 system with 570,020 cores 

Proposal: 
- run ~1000 simulations 
- Create realistic galaxy light-cones 
   - Find halos 
   - Apply a galaxy assignment model or several models (eg HODs) 

- Add observational effects, redshift distortions, photo-z, incompleteness, etc 

- Train models and constrain parameters within LCDM 

- Apply to observational data, KiDS, SDSS, DLS, early DESI data 

Future Plan


