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Today I'll focus on auto-discovery of
✦ representations
✦ equations (symbolic regression)
✦ manifolds
✦ useful degrees of freedom ("pregression")
✦ conserved quantities
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https://arxiv.org/abs/2205.10343Numerical experiment: learn group operation on abstract symbols

Learning phase diagram:
 Generalization coincides with emergence of 
structure in the representation

 If decoder is too smart, you get memorization 
(overfitting)

If the decoded is too dumb, you get confusion

Representation learning occurs only in 
intermediate “Goldilocks zone” 

Grokking is the phase boundary of 
comprehension

The Goldilocks phase is reminiscent of 
“intelligence from starvation” in Darwinian 
evolution, where resource limitations drive 
discovery of more efficient solutions.

Effective theory:
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AI Feynman 2.0: Pareto-optimal symbolic regression exploiting graph modularity
Divide & conquer!
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Ray SolomonoffWilliam of Occam



Ray Solomonoff: 

rigoroius but 


too hard to compute

William of Occam:

too vague to code up

Our compromise:

quantitative & fast to compute

Complexity definitions:



Benchmarks for numerical experiments:
✦ 100 most famous/complicated equations from Feynman Lectures on Physics


𝑚 =  
𝑚0

1 − 𝑣2

𝑐2

F =
𝐺𝑚1𝑚2

(𝑥1 − 𝑥2)2 + (𝑦1 − 𝑦2)2 + (𝑧1 − 𝑧2)2

𝑓 =
𝑒− (𝑥 − 𝜇)2

2𝜎2

2𝜋𝜎2
𝐾 =

1
2

𝑚(𝑣2 + 𝑢2 + 𝑤2)

𝑟 =
𝑚1𝑟1 + 𝑚2𝑟2

𝑚1 + 𝑚2

𝐿 = 𝑚𝑟𝑣sin𝜃 

𝑥 = 𝑥2
1 + 𝑥2

2 − 2𝑥1𝑥2cos(𝜃1 − 𝜃2)  

𝑃 =
𝑛𝑘𝑏𝑇

𝑉
𝐿 =

ℏ𝜔3

𝜋2𝑐2(𝑒ℏ𝜔/𝑘𝑏𝑇 − 1)𝑥 = 𝑥1(cos(𝜔𝑡) + 𝛼cos(𝜔𝑡)2)

𝐸 =
3

4𝜋𝜖
𝑝𝑧
𝑟5

𝑥2 + 𝑦2

𝑃 =
𝑛𝛼

1 − 𝑛𝛼
3

𝜖𝐸

𝑃 =
𝑝𝐸
ℏ

sin( (𝜔 − 𝜔0)𝑡

2 )
2

( (𝜔 − 𝜔0 )
2 )

2

 

𝐸 = 2𝑈(1 − cos𝑘𝑑)

Examples:



Benchmarks for numerical experiments:
✦ 100 most famous/complicated equations from Feynman Lectures on Physics

✦  20 harder equations from graduate physics books 


𝑑𝜎
𝑑Ω

=
𝑍1𝑍2𝛼ℏ𝑐

4𝐸sin2 𝜃
2  

2

1
𝑟

=
𝑚𝑘
𝐿2

1 + 1 +
2𝐸𝐿2

𝑚𝑘2
cos(𝜃1 − 𝜃2)

𝑟 =
𝑎(1 − 𝑒2)

1 + 𝑒 cos(𝜃1 − 𝜃2)𝑣 =
2
𝑚 (𝐸 − 𝑉 −

𝐿2

2𝑚𝑟2 )

𝑡 =
2𝜋𝑎

3
2

𝐺(𝑚1 + 𝑚2)

𝑃 = −
32
5 𝐺4

𝑐5
(𝑚1𝑚2)2(𝑚1 + 𝑚2)

𝑟5

𝜃0 = arccos(
cos𝜃𝑠 − 𝑣

𝑐

1 − 𝑣
𝑐 cos𝜃𝑠 )

𝐼 = 𝐼0

sin( 𝜙
2 )

𝜙
2

sin( 𝑁𝛿
2 )

sin( 𝛿
2 )

2

𝑉 = 𝐸cos𝜃(−𝑟 +
𝜖 − 1
𝜖 + 2

𝑎3

𝑟2 )𝜔′￼=
1 − 𝑣2

𝑐2 𝜔

1 + 𝑣
𝑐 cos𝜃

𝐻 = (𝑝 − 𝑞𝐴)2𝑐2 + 𝑚2𝑐4 + 𝑞𝑉

𝜌0 = −
1

8𝜋𝐺 [ 𝑘
𝑅2

0
+ 𝐻2

0(1 − 2𝑞0)]

𝑑𝜎
𝑑cos𝜃

=
𝜋𝛼2ℏ2

𝑚2𝑐2 ( 𝜔′￼
𝜔 )

2

( 𝜔′￼
𝜔

+
𝜔
𝜔′￼

− sin2𝜃)



Benchmarks for numerical experiments:
✦ 100 most famous/complicated equations from Feynman Lectures on Physics

✦  20 harder equations from graduate physics books

✦  12 harder equations with generalized modularity 


Generalized symmetry, 

separability

Generalized symmetry

Generalized symmetry

Generalized symmetry, 

separability

Generalized symmetry, 

separability

Generalized symmetry, scaling symmetry,

separability

Compositionality,

generalized additivity

Examples:



Benchmarks for numerical experiments:
✦ 100 most famous/complicated equations from Feynman Lectures on Physics

✦  20 harder equations from graduate physics books

✦  12 harder equations with generalized modularity

✦  10 probability distributions whose samples were converted to density estimates using normalizing flows
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Schmidt & Lipson 2009 71% 15% 42% 60%

Udrescu & Tegmark 2020 100% 85% 42% 70%

This paper 100% 90% 100% 80%
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https://ai-feynman.readthedocs.io/en/latest/

How you 
can use 
this:

pip install aifeynman

Please email us about 

collaborating on analyzing your 

data or generalizing this to 
other domains!

tegmark@mit.edu

mailto:sudrescu@mit.edu


State of field over past decade:
•Schmidt Lipson Eureqa! algorithm best
•Many generic algorithms
•Criticism of field for lack of benchmarks



https://space.mit.edu/home/tegmark/aifeynman.html

https://space.mit.edu/home/tegmark/aifeynman.html
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Today I'll discuss auto-discovery of
✦ equations (symbolic regression)
✦ useful degrees of freedom ("pregression")
✦ conserved quantities



Manifold
learning



https://arxiv.org/abs/2109.09721



https://arxiv.org/abs/2109.09721



https://arxiv.org/abs/2109.09721

Schwarzschild 1915 Gullstrand & Painlevé 1932

What happens inside black holes?

You die! Not 
right away! 



Pregression



arXiv:2005.11212

Silviu Marian-Udrescu



Cheating!
(Also Schmidt & Lipson 2009, Science, 324, 81)

Pregression
Symbolic
regression



Pregression
Symbolic
regression

Symbolic "pregression": 
auto-discovering the relevant variables too
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might think!
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Quartic
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No acceleration in physical space Latent space – oops!

Principal component

Ei
ge

nv
al

ue

Magnetic field
2D harmonic oscillator

Gravitational field

No forces

1 2 543

Quartic
oscillator

Pregression
Symbolic
regression



Which affine transformation 

of this space makes the equations 
of motion maximally simple?
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Can ML discover new physics not put in by hand?

• Can ML discover new physics equations not put in by hand?
Yes!

• Can ML discover inertial frames not put in by hand?
Yes!
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Our focus: Intelligible Intelligence
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understand
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Today I'll discuss auto-discovery of
✦ equations (symbolic regression)
✦ useful degrees of freedom ("pregression")
✦ conserved quantities



Conserved
quantities



Ziming Liu



c = # of conserved quantities
n = phase space dimensionality 
d = state manifold dimensionality

c = n – d

Double pendulum (n = 4)

d = 2
c = 2 

d = 3
c = 1 

d = 1
c = 3 

d = 3
c = 1 



c = # of conserved quantities
n = of phase space dimensionality 
d = state manifold dimensionality

c = n – d

Illus-
tration

Model

(𝑑, 𝑘, 2𝑘𝑑,𝑚, 𝜖, 𝑁)

state

Conser
-vation

Law

Explained
Ratio

Diagram

Harmonic Oscillator Kepler Problem Double Pendulum Magnetic Mirror Three-Body Problem

(𝑥, ሶ𝑥) (𝑥, 𝑦, ሶ𝑥, ሶ𝑦) (𝜃1, 𝜃2, ሶ𝜃1, ሶ𝜃2) (𝜌, 𝑧, ሶ𝜌, ሶ𝑧) 𝑥𝑖, 𝑦𝑖, ሶ𝑥𝑖 , ሶ𝑦𝑖 i=1,2,3

Energy (1)
Energy (1), 

Runge-Lenz vector (1),
Angular momentum (1)

Energy (1) Energy (1)
Center of Mass (2), 

Momentum (2),
Energy (1),

Angular Momentum (1)

𝑥

𝑥

𝑦

𝜃1

𝜃2 𝑧

𝜌

𝑥

𝑦
(𝑥1, 𝑦1)

(𝑥2, 𝑦2) (𝑥3, 𝑦3)

(1,1,2,1,10−2, 103) (2,1,4,3,10−2, 105) (2,2,8,1,10−3, 106) (2,1,4,1,10−3, 105) (2,3,12,6,10−3, 2 × 105)

IC: (0,1) IC: (1.0,0,0,0.8) IC: (𝜋
2
, 𝜋
2
, 0,0) IC: (0,0, 2, 2) IC:

𝑖 = 1: 300.13,100,35,0
𝑖 = 2: 300,200,−255,0
𝑖 = 3: (350,300,220,0)



Samples

Trajectory 
Data

PCA
Whitening

Walk

Pull

PCA
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Ratio
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processing
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Illustration

Model

(𝑑, 𝑘, 𝑁, 𝑛, 𝜖, 𝑠𝑡𝑒𝑝𝑠)

Conservation
Law

Explained
Ratio

Diagram

Harmonic Oscillator Kepler Problem Double Pendulum Magnetic Mirror Three-Body Problem

Energy (1)
Energy (1), 

Runge-Lenz vector (1),
Angular momentum (1)

Energy (1) Energy (1)
Center of Mass (2), 

Momentum (2), Energy (1),
Angular Momentum (1)

𝑥
𝑥

𝑦 𝜃1

𝜃2
𝑧

𝜌

𝑥

𝑦 (𝑥1, 𝑦1)(𝑥2, 𝑦2)

(𝑥3, 𝑦3)

(1,1,2,1,10−2, 103) (2,1,4,3,10−2, 105) (2,2,8,1,10−3, 106) (2,1,4,1,10−3, 105) (2,3,12,6,10−3, 2 × 105)

State: 𝑥, ሶ𝑥
IC: (0,1)

State:(𝑥, 𝑦, ሶ𝑥, ሶ𝑦)
IC: (1.0,0,0,0.8)

State: (𝜃1, 𝜃2, ሶ𝜃1, ሶ𝜃2)
IC:     (𝜋

2
, 𝜋
2
, 0, 0)

State:(𝜌, 𝑧, ሶ𝜌, ሶ𝑧)
IC:    (0, 0, 2, 2)

State: (𝑥1,𝑦1, ሶ𝑥1, ሶ𝑦1, 𝑥2,𝑦2,
ሶ𝑥2, ሶ𝑦2, 𝑥3, 𝑦3, ሶ𝑥3, ሶ𝑦3)

IC: (300.13,100,35,0,300,200,
-255,0,350,300,220,0)

𝐿 𝐿 𝐿 𝐿 𝐿Harmonic Oscillator Double Pendulum Magnetic Mirror Three-Body ProblemKepler Problem



Harmonic Oscillator Double Pendulum Magnetic Mirror Three-Body ProblemKepler Problem



Illus-
tration

Model

(𝑑, 𝑘, 2𝑘𝑑,𝑚, 𝜖, 𝑁)

state

Conser
-vation

Law

Explained
Ratio

Diagram

Harmonic Oscillator Kepler Problem Double Pendulum Magnetic Mirror Three-Body Problem

(𝑥, ሶ𝑥) (𝑥, 𝑦, ሶ𝑥, ሶ𝑦) (𝜃1, 𝜃2, ሶ𝜃1, ሶ𝜃2) (𝜌, 𝑧, ሶ𝜌, ሶ𝑧) 𝑥𝑖, 𝑦𝑖, ሶ𝑥𝑖 , ሶ𝑦𝑖 i=1,2,3

Energy (1)
Energy (1), 

Runge-Lenz vector (1),
Angular momentum (1)

Energy (1) Energy (1)
Center of Mass (2), 

Momentum (2),
Energy (1),

Angular Momentum (1)

𝑥

𝑥

𝑦

𝜃1

𝜃2 𝑧

𝜌

𝑥

𝑦
(𝑥1, 𝑦1)

(𝑥2, 𝑦2) (𝑥3, 𝑦3)

(1,1,2,1,10−2, 103) (2,1,4,3,10−2, 105) (2,2,8,1,10−3, 106) (2,1,4,1,10−3, 105) (2,3,12,6,10−3, 2 × 105)

IC: (0,1) IC: (1.0,0,0,0.8) IC: (𝜋
2
, 𝜋
2
, 0,0) IC: (0,0, 2, 2) IC:

𝑖 = 1: 300.13,100,35,0
𝑖 = 2: 300,200,−255,0
𝑖 = 3: (350,300,220,0)



Illus-
tration

Model

(𝑑, 𝑘, 2𝑘𝑑,𝑚, 𝜖, 𝑁)

state

Conser
-vation

Law

Explained
Ratio

Diagram

Harmonic Oscillator Kepler Problem Double Pendulum Magnetic Mirror Three-Body Problem

(𝑥, ሶ𝑥) (𝑥, 𝑦, ሶ𝑥, ሶ𝑦) (𝜃1, 𝜃2, ሶ𝜃1, ሶ𝜃2) (𝜌, 𝑧, ሶ𝜌, ሶ𝑧) 𝑥𝑖, 𝑦𝑖, ሶ𝑥𝑖 , ሶ𝑦𝑖 i=1,2,3

Energy (1)
Energy (1), 

Runge-Lenz vector (1),
Angular momentum (1)

Energy (1) Energy (1)
Center of Mass (2), 

Momentum (2),
Energy (1),

Angular Momentum (1)

𝑥

𝑥

𝑦

𝜃1

𝜃2 𝑧

𝜌

𝑥

𝑦
(𝑥1, 𝑦1)

(𝑥2, 𝑦2) (𝑥3, 𝑦3)

(1,1,2,1,10−2, 103) (2,1,4,3,10−2, 105) (2,2,8,1,10−3, 106) (2,1,4,1,10−3, 105) (2,3,12,6,10−3, 2 × 105)

IC: (0,1) IC: (1.0,0,0,0.8) IC: (𝜋
2
, 𝜋
2
, 0,0) IC: (0,0, 2, 2) IC:

𝑖 = 1: 300.13,100,35,0
𝑖 = 2: 300,200,−255,0
𝑖 = 3: (350,300,220,0)



Double pendulum



Illus-
tration

Model

(𝑑, 𝑘, 2𝑘𝑑,𝑚, 𝜖, 𝑁)

state

Conser
-vation

Law

Explained
Ratio

Diagram

Harmonic Oscillator Kepler Problem Double Pendulum Magnetic Mirror Three-Body Problem

(𝑥, ሶ𝑥) (𝑥, 𝑦, ሶ𝑥, ሶ𝑦) (𝜃1, 𝜃2, ሶ𝜃1, ሶ𝜃2) (𝜌, 𝑧, ሶ𝜌, ሶ𝑧) 𝑥𝑖, 𝑦𝑖, ሶ𝑥𝑖 , ሶ𝑦𝑖 i=1,2,3

Energy (1)
Energy (1), 

Runge-Lenz vector (1),
Angular momentum (1)

Energy (1) Energy (1)
Center of Mass (2), 

Momentum (2),
Energy (1),

Angular Momentum (1)

𝑥

𝑥

𝑦

𝜃1

𝜃2 𝑧

𝜌

𝑥

𝑦
(𝑥1, 𝑦1)

(𝑥2, 𝑦2) (𝑥3, 𝑦3)

(1,1,2,1,10−2, 103) (2,1,4,3,10−2, 105) (2,2,8,1,10−3, 106) (2,1,4,1,10−3, 105) (2,3,12,6,10−3, 2 × 105)

IC: (0,1) IC: (1.0,0,0,0.8) IC: (𝜋
2
, 𝜋
2
, 0,0) IC: (0,0, 2, 2) IC:

𝑖 = 1: 300.13,100,35,0
𝑖 = 2: 300,200,−255,0
𝑖 = 3: (350,300,220,0)



Manifold: 

Conservation 

𝑁𝑒𝑓𝑓(𝑀 ) = ∑
𝑖

𝐼(𝜆𝑖 >
𝜃
𝑛 ),  𝑛: total dimension,  𝜃 = 0.1

𝑁𝑒𝑓𝑓(𝐶) = 𝑛 − 𝑁𝑒𝑓𝑓(𝑀 )

𝐹(𝑟) =
𝐴

𝑟2+𝜀𝜖𝑡 = 1



Manifold: 

Conservation 

𝑁𝑒𝑓𝑓(𝑀 ) = ∑
𝑖

𝐼(𝜆𝑖 >
𝜃
𝑛 ),  𝑛: total dimension,  𝜃 = 0.1

𝑁𝑒𝑓𝑓(𝐶) = 𝑛 − 𝑁𝑒𝑓𝑓(𝑀 )

𝐻 =
1
2

 𝜌̇2 +
1
2

𝜌2 +
1
2

 𝑧̇2 +
1
2

𝑧2 + 𝑘 𝜌2𝑧2

Note: Amount of time is fixed.
: amplitude in  direction𝐴𝜌 𝜌

𝐴2
𝜌𝑘 = 1



Illus-
tration

Model

(𝑑, 𝑘, 2𝑘𝑑,𝑚, 𝜖, 𝑁)

state

Conser
-vation

Law

Explained
Ratio

Diagram

Harmonic Oscillator Kepler Problem Double Pendulum Magnetic Mirror Three-Body Problem

(𝑥, ሶ𝑥) (𝑥, 𝑦, ሶ𝑥, ሶ𝑦) (𝜃1, 𝜃2, ሶ𝜃1, ሶ𝜃2) (𝜌, 𝑧, ሶ𝜌, ሶ𝑧) 𝑥𝑖, 𝑦𝑖, ሶ𝑥𝑖 , ሶ𝑦𝑖 i=1,2,3

Energy (1)
Energy (1), 

Runge-Lenz vector (1),
Angular momentum (1)

Energy (1) Energy (1)
Center of Mass (2), 

Momentum (2),
Energy (1),

Angular Momentum (1)

𝑥

𝑥

𝑦

𝜃1

𝜃2 𝑧

𝜌

𝑥

𝑦
(𝑥1, 𝑦1)

(𝑥2, 𝑦2) (𝑥3, 𝑦3)

(1,1,2,1,10−2, 103) (2,1,4,3,10−2, 105) (2,2,8,1,10−3, 106) (2,1,4,1,10−3, 105) (2,3,12,6,10−3, 2 × 105)

IC: (0,1) IC: (1.0,0,0,0.8) IC: (𝜋
2
, 𝜋
2
, 0,0) IC: (0,0, 2, 2) IC:

𝑖 = 1: 300.13,100,35,0
𝑖 = 2: 300,200,−255,0
𝑖 = 3: (350,300,220,0)



Illus-
tration

Model

(𝑑, 𝑘, 2𝑘𝑑,𝑚, 𝜖, 𝑁)

state

Conser
-vation

Law

Explained
Ratio

Diagram

Harmonic Oscillator Kepler Problem Double Pendulum Magnetic Mirror Three-Body Problem

(𝑥, ሶ𝑥) (𝑥, 𝑦, ሶ𝑥, ሶ𝑦) (𝜃1, 𝜃2, ሶ𝜃1, ሶ𝜃2) (𝜌, 𝑧, ሶ𝜌, ሶ𝑧) 𝑥𝑖, 𝑦𝑖, ሶ𝑥𝑖 , ሶ𝑦𝑖 i=1,2,3

Energy (1)
Energy (1), 

Runge-Lenz vector (1),
Angular momentum (1)

Energy (1) Energy (1)
Center of Mass (2), 

Momentum (2),
Energy (1),

Angular Momentum (1)

𝑥

𝑥

𝑦

𝜃1

𝜃2 𝑧

𝜌

𝑥

𝑦
(𝑥1, 𝑦1)

(𝑥2, 𝑦2) (𝑥3, 𝑦3)

(1,1,2,1,10−2, 103) (2,1,4,3,10−2, 105) (2,2,8,1,10−3, 106) (2,1,4,1,10−3, 105) (2,3,12,6,10−3, 2 × 105)

IC: (0,1) IC: (1.0,0,0,0.8) IC: (𝜋
2
, 𝜋
2
, 0,0) IC: (0,0, 2, 2) IC:

𝑖 = 1: 300.13,100,35,0
𝑖 = 2: 300,200,−255,0
𝑖 = 3: (350,300,220,0)



Summary



Inscrutable
black box model

 More intelligible model

Relaxation

Simplification

 Unknown truth  
produces data{Traditional ML

Continuous:  Embed discrete symbols & parameters in Rn

Dimensional: Add parameters to avoid topological problems

Discover & enforce dimensionality reduction

Discover & enforce modularity

Discover & enforce symmetries

Discover & enforce discreteness

Discover & enforce clever representations

Discover & enforce normal form


Interpretable (by humans)

Verifiable (by algorithms)

Boundable
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Summary:

Got fun data we can 

try this on?




Optimal data 
compression
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Abstract: The goal of lossy data compression is to reduce the storage cost of a data set X while
retaining as much information as possible about something (Y) that you care about. For example, what
aspects of an image X contain the most information about whether it depicts a cat? Mathematically,
this corresponds to finding a mapping X ! Z ⌘ f (X) that maximizes the mutual information
I(Z, Y) while the entropy H(Z) is kept below some fixed threshold. We present a new method
for mapping out the Pareto frontier for classification tasks, reflecting the tradeoff between retained
entropy and class information. We first show how a random variable X (an image, say) drawn
from a class Y 2 {1, ..., n} can be distilled into a vector W = f (X) 2 Rn�1 losslessly, so that
I(W, Y) = I(X, Y); for example, for a binary classification task of cats and dogs, each image X
is mapped into a single real number W retaining all information that helps distinguish cats from
dogs. For the n = 2 case of binary classification, we then show how W can be further compressed
into a discrete variable Z = gb(W) 2 {1, ..., mb} by binning W into mb bins, in such a way that
varying the parameter b sweeps out the full Pareto frontier, solving a generalization of the discrete
information bottleneck (DIB) problem. We argue that the most interesting points on this frontier
are “corners” maximizing I(Z, Y) for a fixed number of bins m = 2, 3, ... which can conveniently
be found without multiobjective optimization. We apply this method to the CIFAR-10, MNIST
and Fashion-MNIST datasets, illustrating how it can be interpreted as an information-theoretically
optimal image clustering algorithm. We find that these Pareto frontiers are not concave, and that
recently reported DIB phase transitions correspond to transitions between these corners, changing
the number of clusters.

Keywords: information; bottleneck; compression; classification

1. Introduction

A core challenge in science, and in life quite generally, is data distillation: Keeping only a
manageably small fraction of our available data X while retaining as much information as possible
about something (Y) that we care about. For example, what aspects of an image contain the most
information about whether it depicts a cat (Y = 1) rather than a dog (Y = 2)? Mathematically,
this corresponds to finding a deterministic mapping X ! Z ⌘ g(X) that maximizes the mutual
information I(Z, Y) while the entropy H(Z) is kept below some fixed threshold. The tradeoff between
H⇤ = H(Z) (bits stored) and I⇤ = I(Z, Y) (useful bits) is described by a Pareto frontier, defined as

I⇤(H⇤) ⌘ sup
{g:H[g(X)]H⇤}

I[g(X), Y], (1)

and illustrated in Figure 1 (this is for a toy example described below; we compute the Pareto frontier
for our cat/dog example in Section 3). The shaded region is impossible because I(Z, Y)  I(X, Y) and
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(Remember Tishby's IB talk!)



Most useful 
compressions 
correspond to 
phase 

transitions!


